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Native Control Validation
Environment validation snapshot for the Computer Use Benchmark. This report records reference controls with independent
saved-state verification. Model and Tinker calls remain zero.

Original selection control trios
Saved score and reset checks; 20 tasks per cell

Desktop 3/20

Excel web 0/20

GitLab CE 3/20

Magento 20/20

Odoo Community 20/20

PowerPoint web 0/20

Odoo final-candidate controls: 100/100 Formal model outcomes: 0/3,000

Observed behavior and independent checks

Magento: All 20 original selection tasks completed 60 baseline, positive and wrong-variant modes. Each trio scored 0/1/0.
The saved audit reopened 840 actions and 840 frames, checked resets, and preserved all 20,651 original evidence files.
Eleven original whole trios and nine fresh trios retain separate provenance. The worker exited normally; the interrupted
partial task receives no credit.

Odoo: All 100 original final-candidate control tasks passed 0/1/0 and their reset checks. The aggregate comprises 77
original reference trios, one separately bound repaired trio, and 22 continuation trios. Root and independent saved audits
rederived all 22 fresh production and diagnostic records, including 564 actions, 1,128 guard PNGs and 444 selector-prefix
checks.

Desktop and GitLab: Each has three completed original selection trios. Desktop retains the original verifier and native
guard with a reference-only post-Save completion check. GitLab completed its repaired edit with 17 native receipts, six
distinct clones and exact restoration.

Selection controls and final-candidate controls are separate counts. Source visual review, actor-interface qualification and formal model
evaluation remain separate requirements.
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Evaluation structure

An agent reads evidence in real software, changes the requested state, and preserves unrelated state. An independent
verifier reopens the saved artifact or application state. Each reference trio checks unchanged initialization, a correct result
and a deliberately incorrect result. Failed and uncertain runs remain recorded. Reference success establishes environment
and verifier behavior.

Evidence level Current status

Application controls Magento selection20 and Odoo selection20 complete; Odoo candidate100 complete. Desktop and
GitLab selection: 3/20 each. Excel and PowerPoint current cloud lifecycle: incomplete.

Source and interface review Odoo candidate source visual review and Magento readability review pending. Desktop remaining
selection routes and all actor interfaces still need qualification.

Formal study 0/600 admitted final identities; 0/24 completed researcher chains; 0/3,000 reconciled matched model
outcomes.

Training and improvement Tinker is assumed unavailable. No new optimizer steps, checkpoints or trained-model comparisons
are claimed.

Reproducibility and publication limits

The public repository and v0.6.11 release contain the earlier runtime, factories and dated validation artifacts. The new
diagnostic adapters currently remain private and are not yet packaged into the public runtime release. Reproduction of these
new repairs from a clean checkout is pending. This PDF publishes an evidence summary; it does not establish public replay
of the private runs.

The remaining build work is to finish the original selection and final-candidate cohorts, review source readability and actor
interfaces, and publish a portable package with provenance and clean-checkout execution proof. Office uses the existing
account; a second account is not required. Its current upload has no server acknowledgement and the host requires manual
unlock.

After the native gates pass, ordinary API baselines can run through the configured model provider. Training and checkpoint
comparison additionally require Tinker or another training backend. The final empirical paper requires independently audited
model outcomes.

References and provenance

Protocol reference: RSIBench. Source repository: EnvLoop/cua-rsibench. Machine-readable snapshot:
docs/evidence/native-control-validation-2026-10-04-v2.json. Report generation timestamp: 2026-10-04T05:30:46.793021+00:00.

Credentials, account identifiers, private task bodies and hidden allocations are excluded. The machine-readable snapshot retains the hashes of
the Root and independent audit receipts. Earlier report files and published historical counts remain unchanged.

https://rsibench.co/
https://github.com/EnvLoop/cua-rsibench

